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BACKGROUND AND AIMS: Endoscopic disease activity scoring
in ulcerative colitis (UC) is useful in clinical practice but done
infrequently. It is required in clinical trials, where it is expensive and slow because human central readers are needed. A
machine learning algorithm automating the process could
elevate clinical care and facilitate clinical research. Prior work
using single-institution databases and endoscopic still images
has been promising. METHODS: Seven hundred and ninety-ﬁve
full-length endoscopy videos were prospectively collected from
a phase 2 trial of mirikizumab with 249 patients from 14
countries, totaling 19.5 million image frames. Expert central
readers assigned each full-length endoscopy videos 1 endoscopic Mayo score (eMS) and 1 Ulcerative Colitis Endoscopic
Index of Severity (UCEIS) score. Initially, video data were
cleaned and abnormality features extracted using convolutional
neural networks. Subsequently, a recurrent neural network
was trained on the features to predict eMS and UCEIS from
individual full-length endoscopy videos. RESULTS: The primary
metric to assess the performance of the recurrent neural
network model was quadratic weighted kappa (QWK)
comparing the agreement of the machine-read endoscopy score
with the human central reader score. QWK progressively penalizes disagreements that exceed 1 level. The model’s agreement metric was excellent, with a QWK of 0.844 (95%
conﬁdence interval, 0.787–0.901) for eMS and 0.855 (95%
conﬁdence interval, 0.80–0.91) for UCEIS. CONCLUSIONS: We
found that a deep learning algorithm can be trained to predict
levels of UC severity from full-length endoscopy videos. Our
data set was prospectively collected in a multinational clinical
trial, videos rather than still images were used, UCEIS and eMS
were reported, and machine learning algorithm performance
metrics met or exceeded those previously published for UC
severity scores.

Keywords: Machine Learning; Computer Vision; Endoscopic
Scores; Efﬁcacy End Points.

read instance has largely been discontinued for phase 3
trials in favor of 2 þ 1 central reads to improve accuracy
and reduce bias.4–6 Relevant endoscopy scores include the
endoscopic component of the Mayo score for ulcerative
colitis disease activity (eMS)7 and the Ulcerative Colitis
Endoscopic Index of Severity (UCEIS),8 the latter having
been developed from the former. If 2 central readers agree,
the score is considered as ﬁnal, otherwise a third blinded
central reader is engaged and the score aggregated by
voting or averaging.9 This procedure generally improves the
accuracy of the central read results but adds considerable
operational delays and expense.
Machine learning (ML) algorithms might be able to
predict UC expert reader scores with acceptable accuracy, at
least from still images.10,11 Indeed, ML could help reduce the
number of central readers required per case, potentially
replacing 1, 2, or all human central readers. This would
result in faster enrollment, cost savings, and more accurate
and unambiguous reporting in clinical trials and, potentially,
in real-world clinical practice reporting.
The application and feasibility of ML to predict central
reader scores using video recordings of colonoscopies in a
large UC clinical trial has not yet been reported. Here we
describe the post-hoc creation of an ML model to predict
eMS and UCEIS scores using prospectively collected
sigmoidoscopy and colonoscopy videos obtained during the
trial (ClinicalTrials.gov ID NCT02589665) labeled with the
central reader eMS and UCEIS scores. This was a phase 2,
multicenter, randomized, double-blind, parallel, placebocontrolled study of mirikizumab, a monoclonal antibody
that binds the p19 subunit of IL23, in patients with moderate to severely active UC. This study enrolled 249 patients
from 14 countries during January 2016 to September
2017.12 Speciﬁcally, we tested the ability of a recurrent
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herapeutic success in inﬂammatory bowel disease
(IBD) is determined by how patients feel and function and what the endoscopy shows.1 This applies to clinical
practice and clinical trials. For ulcerative colitis (UC), regulatory agencies require that success is shown by improved
patient-reported outcomes and improvement in endoscopic
scores.2 Current practice in phase 3 clinical trials records
colonoscopy or sigmoidoscopy videos at baseline and after
the intervention submitted to central reading by experienced gastroenterologists.3 Having only 1 central reader per

Abbreviations used in this paper: AI, artiﬁcial intelligence; AUC, area under
the curve; CI, conﬁdence interval; EH, endoscopic healing; eMS, endoscopic Mayo score; IBD, inﬂammatory bowel disease; ML, machine
learning; NPV, negative predictive value; PPV, positive predictive value;
RNN, recurrent neural network; QA, qualiﬁcation accuracy; QWK,
quadratic weighted kappa; UC, ulcerative colitis; UCEIS, ulcerative colitis
endoscopic index of severity.
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WHAT YOU NEED TO KNOW
BACKGROUND AND CONTEXT
Machine learning has shown promise in predicting
endoscopic severity scores in ulcerative colitis using still
images from curated databases.
NEW FINDINGS
A recurrent neural network achieved excellent agreement
with human central readers using full-length endoscopy
videos with a quadratic weighted kappa of 0.844 (95%
CI, 0.787-0.901) for eMS and 0.855 (95% CI, 0.80-0.91)
for UCEIS.
LIMITATIONS
While the size and multinational nature of this trial, the
prospective data collection, and training on videos
rather than still images are strengths of this study, the
model needs further validation in other large trials.
IMPACT
Machine reading of endoscopic videos is ready to be
introduced in a stepwise fashion into UC clinical trials.
This is expected to save time and cost, reduce reader
variability, and lay the foundations for automated UC
disease activity scoring in clinical practice.

neural network (RNN) to predict the central reader scores
and assessed RNN performance relative to both scoring
systems. In addition, we conducted exploratory studies
(ablation studies, see below) to assess the inﬂuence of
procedure type (colonoscopy vs sigmoidoscopy) and bowel
preparation, as determined by the Boston bowel prep
score13 (machine scored), on model performance.

Methods
General
This study report adheres to the “Checklist for Artiﬁcial
Intelligence in Medical Imaging (CLAIM): A Guide for Authors
and Reviewers,” which was modeled after the Standards for
Reporting of Diagnostic Accuracy Studies14 and “Machine
Learning in GI Endoscopy: Practical Guidance in How to
Interpret a Novel Field.”15 The latter publication also contains a
useful glossary with an explanation of terms.

Evaluation Metrics
We prospectively identiﬁed a quadratic weighted kappa
(QWK) inter-observer statistic (human vs machine) as the
primary evaluation metric and selected a value of 0.75 as
indicative of acceptable model performance. QWK is the most
commonly used weighted kappa statistic for summarizing
inter-rater agreement on an ordinal scale. QWK progressively
penalizes disagreements that exceed 1 level. A perfect score of
1 is granted when both the predictions and center readers’
scores are the same. The lowest possible score is –1, rare in
practice, which is given when all the predictions are farthest
away from actual scores.
Exploratory metrics were level-wise accuracy, sensitivity,
speciﬁcity, negative and positive predictive values, and area
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under the receiver operating curve for the eMS and UCEIS,
respectively.
In addition, we dichotomized the individual levels of the
UCEIS and eMS as previously reported by others to allow for
comparisons, as shown in Tables 1 and 2. We deﬁne qualiﬁcation accuracy (QA) as the accuracy of predicting clinical trial
eligibility based on the typically required disease activity level.
We deﬁne endoscopic healing (EH) accuracy as the accuracy of
predicting eMS of 0 vs all other levels and UCEIS of 0 vs all
other levels.

Clinical Trial and Labeling
The results of the clinical trial (ClinicalTrials.gov ID
NCT02589665) were published previously.12 The study was
compliant with the International Conference on Harmonisation
Guideline on Good Clinical Practice. All informed consent forms
and protocols were approved by appropriate ethical review
boards before initiation of the study. All patients gave written
informed consent before receiving the study drug. This
included consent for further use of data for exploratory analysis. Two hundred and forty-nine patients were randomly
assigned 1:1:1:1 to groups given intravenous placebo, mirikizumab 50 mg or 200 mg with exposure-based dosing, or
mirikizumab 600 mg with ﬁxed dosing at weeks 0, 4, and 8.
Colonoscopies or sigmoidoscopies were performed at baseline,
12 weeks, and 52 weeks and the resultant videos were read by
blinded central readers provided by Robarts Clinical Trials, Inc
(London, Ontario, Canada) using 1 central reader per case, 2
central readers in total. Mirikizumab was effective in inducing a
clinical response after 12 weeks. For this analysis, all videos
were de-identiﬁed and did not contain private or sensitive information in the recording, metadata, or elsewhere. The investigators of this ML study were blinded to time of the video
(weeks 0, 12, or 52) and whether the patient was assigned
placebo or mirikizumab. Each de-identiﬁed video was accompanied by the ﬁnal eMS and UCEIS score assigned by a single
central reader but no other information. Patient baseline demographic characteristics and other data can be accessed by
following the link at the end of the article by Sandborn et al.12

Video Data Preprocessing and Feature Extraction
The data set resulting from the mirikizumab clinical trial
consisted of 795 prospectively recorded full-length endoscopy
procedure videos created between January 2016 and
September 2017 using late model Olympus or Fuji/Pentax
equipment, collected from 249 patients from 14 countries.
Video resolution was standardized by the central reading
Table 1.Qualiﬁcation Accuracy
eMS severity score UCEIS severity score Qualiﬁcation label
0–1

0–4

No (0)

2–3

5–8

Yes (1)

NOTE. The QA for UCEIS was calculated assuming that a
severity score of 0–1 for the eMS is equivalent to a UCEIS of
0–4. Although this concordance has not been empirically
validated, it has been suggested previously.16
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Table 2.Endoscopic Healing Accuracy
eMS severity score
0
1–3

UCEIS severity score

EH Label

0

Yes (1)

2–8

No (0)
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vendor to RGB 640  480  3 pixels per frame, with a total of
19.5 million image frames across all videos and average length
of 24,400 frames per video. Using a proprietary algorithm
developed by Docbot that reliably identiﬁes the cecum,17 we
identiﬁed 411 videos as showing a cecum (subsequently called
colonoscopy) and 384 procedures that did not show a cecum
(subsequently called sigmoidoscopy). Each full-length video
was assigned 1 eMS and UCEIS score by a single human central
reader with a distribution of eMS scores of 0: n ¼ 53 (6.67%);
1: n ¼ 133 (16.73%); 2: n ¼ 215 (27.04%); and 3: n ¼ 394
(49.56%); and a distribution of UCEIS scores of 0: n ¼ 34
(4.28%); 1: n ¼ 96 (12.08%); 2: n ¼ 86 (10.82%); 3: n ¼ 103
(12.96%); 4: n ¼ 158 (19.87%); 5: n ¼ 180 (22.64%); 6: n ¼
110 (13.84%); 7: n ¼ 20 (2.52%); and 8: n ¼ 8 (1.01%)
(Figure 1).
All data were provided in a standard digital video format
(WebM18). No images were pre-extracted from the videos or
preselected for analysis and no frame-level still images were
assessed by human readers for labeling.
In order to develop and train an ML algorithm to predict 1
eMS and/or UCEIS score for full-length raw endoscopy procedure videos with a high-level of accuracy in a time-efﬁcient
and fully scalable manner, we devised a fully autonomous
multistage data preprocessing and feature extraction pipeline.
This serves the following purposes: generation of data in a
format suitable for training the ML algorithm and standardization of the evaluation of UC severity in routine clinical trial
data in a fully scalable manner.
The data preprocessing and feature extraction pipeline
consisted of a series of sequential self-cleaning, self-grading,
and feature extraction stages, including out-of-colon ﬁltering,19
fuzzy frame ﬁltering,19 bad prep ﬁltering (according to Boston
bowel prep graded scale 0–3),20 and abnormality feature
extraction.21 Each step in the preprocessing and feature
extraction pipeline is handled by a specialized convolutional
neural network developed and pretrained by Docbot on proprietary endoscopy video data, optimized for the assigned task
of self-cleaning, self-grading, and abnormality feature extraction (Figure 2).
In the cleaning phase of the process, each frame in each
video is assigned a prediction for visual clarity by a clarity
detection algorithm19 and only frames that meet a minimum
clarity threshold are included in the ﬁnal video frame sequence.
Each clear frame is further assigned a bowel prep score by a
prep scoring algorithm,20 such that video frames can be
included or excluded based on prep score quality.
The output of the self-cleaning data processing pipeline was
a data set of 786 cleaned videos consisting of 7.4 million
sequentially sorted video frames. A total of 12.1 million video
frames (61.5% of original 19.5 million frames) were automatically removed by the data preprocessing pipeline identiﬁed as
a video frame that was outside the colon, of poor clarity, or of

poor prep quality. A total of 11 entire videos of the total set of
795 (1.4%) were automatically removed because of an unacceptably low “clean” frame count per video.
The output of the abnormality feature extraction process
was a compressed set of 2-dimensional video feature vectors,
each with a ﬁxed length and ﬁxed number of timesteps with a
total of 786 video feature vectors, 1 per video. As a regularization technique to prevent overﬁtting and improve generalization, a series of ﬁxed data augmentation methods, including
horizontal and vertical orientation ﬂips and rotations, were
applied to each video, resulting in stacked multichannel 3dimensional video feature vectors of shape N_Channels 
N_TimeSteps  N_Features. Furthermore, a 2-dimensional
vector representing the probabilities of an ulcer-like abnormality for each sequential timestep in each video was generated by the same convolutional neural network with shape
N_Channels  N_TimeSteps. Both the 3-dimensional video
feature vectors and 2-dimensional abnormality probability
vectors were combined to form the video feature data set for
training the ML algorithm to detect UC severity from full-length
endoscopy videos.

Model Generation and Training
As a ﬁrst step, the video feature data set was randomly split
at the patient level into a training set (80%) and hold-out test
set (20%). All modeling was performed on the training set only
and all metrics in this article are the results of the hold-out test
set. The data were split by patient so that the ﬁnal algorithm
would always be evaluated against unseen patient videos. In
order to prevent any algorithm bias, no patient-identiﬁable
information was accessible during training or inference
except for anonymized patient identiﬁers.
As the second step, we performed a 5-fold cross-validation
on the training set such that the data were split randomly by
patient into 5 sets of train and validation. All training experiments and model generation was implemented using TensorFlow,22 an open source ML software library developed by
Google and utilizing Amazon Web Services information technology infrastructure, speciﬁcally using the EC2 cloud
p3.2xlarge instance with 1  Tesla V100 NVIDIA (Santa Clara,
CA) GPU with 16 GB memory. For inference, the trained model
from each fold was used to make a ﬁnal prediction on the 20%
hold-out test set and 95% conﬁdence intervals (CIs) calculated
based on a Z distribution.
For the ML algorithm, because video data have an inherently
sequential structure with temporal dependencies that are best
exploited by scanning over a 2-dimensional vector, we selected a
bidirectional RNN23 architecture consisting of long-short-termmemory cells24 and 2 ﬁnal output layers to output both an
ordinal-label classiﬁcation probability and a regression continuous
value for eMS (0–3) and/or UCEIS subscores (0–8). Both output
predictions are combined and averaged for a ﬁnal score representing the endoscopic severity level for each entire full-length video
(Figure 3). No prediction was made at the still-image/frame level.
The inputs to the RNN are the outputs from the feature
extractor. The feature extractor is used to transform and
condense the 7.4-mm “clean” frames generated from the video
frame cleaning process described above into video feature sequences representing the relevant features found in each video.
The shape of each feature embedding is ﬁxed as [N_Channels 
N_TimeSteps  N_Features], where N_Channels is the number
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Figure 1. eMS and UCEIS
label (score) distribution.

of augmentations applied to each frame in the sequence,
N_TimeSteps is the number of frames included in the sequence,
and N_Features is the length of the feature embedding.

Results
Model Performance for Video-Level Inter-Rater
Agreement With Human Central Readers
The performance of the RNN model in predicting endoscopic severity scores was assessed by our primary objective metric, the QWK, which compares the inter-rater

agreement of the model’s predictions to eMS and UCEIS
assigned by human readers to each full-length video. The
quadratic weighting assures that differences of more than 1
step level get penalized more severely. The model’s overall
performance on the primary objective metric was excellent,
or in terms of Landis and Koch,23 showed “almost perfect
agreement” with QWK of 0.844 (95% CI, 0.787–0.901) for
eMS and 0.855 (95% CI, 0.80–0.91) for UCEIS.
Model performance was also assessed for endoscopic
severity scores at the severity-level eMS (0–3) and UCEIS (0–8)
individually for sensitivity, speciﬁcity, negative predictive value
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Figure
2. End-to-end
automated process for IBD
severity scoring from fulllength
endoscopy
procedures.

(NPV), positive predictive value (PPV), and area under the
curve (AUC). For eMS, the model’s performance was highest for
subscores of 0 and 3, where there is less interobserver variability for human readers in scoring with speciﬁcity of 96.61%
(95% CI, 93.78%–99.44%) and 95% (95% CI, 91.59%–
98.41%), respectively; sensitivity of 87.50% (95% CI, 82.33%–
92.67%) and 74.10% (95% CI, 67.25%–80.95%), respectively;
NPV of 98.28% (95% CI, 96.25%–100%) and 84.44% (95% CI,
78.77%–90.11%), respectively; PPV of 77.77% (95% CI,
71.27%–84.27%) and 91.00% (95% CI, 86.52%–95.48%),
respectively; and area under the receiver operating curve of
0.921 (95% CI, 0.879–0.963) and 0.845 (95% CI, 0.788–0.902),
respectively (details in Supplementary Table 1). UCEIS score
level results for sensitivity, speciﬁcity, NPV, PPV, and AUC are
referenced in Supplementary Table 2.
Across the mid-range of eMS subscores 1 and 2, where there
is considerably higher interobserver variability among human
readers, the model’s performance was also good, with speciﬁcity
of 92% (95% CI, 87.76%–96.24%) and 76.92% (95% CI,
70.33%–83.51%), respectively; sensitivity of 64.71% (95% CI,
57.23%–72.19%) and 60% (95% CI, 52.34%–67.67%), respectively; NPV of 88.46% (95% CI, 83.46%–93.46%) and 86.96%
(95% CI, 81.69%–92.23%), respectively; PPV of 73.33% (95%
CI, 66.41%–80.25%) and 42.86% (95% CI, 35.12%–50.60%),
respectively; and AUC of 0.784 (95% CI, 71.96%–84.84%) and
0.685, respectively (95% CI, 61.23%–75.77%). Please refer to
Figures 4 and 5 for exact score-level results.

Exploratory Model Performance
In addition to measuring inter-rater agreement at the
step level for both eMS and UCEIS, we further derived

supplemental measures of the model’s performance,
including QA (as deﬁned in Table 1) and EH accuracy (as
deﬁned in Table 2).
The model’s performance as measured by QA was
excellent, with an overall score of 92.54% (95% CI, 88.43%–
96.65%) for eMS and 91.04% (95% CI, 86.57%–95.51%) for
UCEIS.
The model’s performance as measured by EH accuracy
was similarly excellent, with an overall score of 95.52%
(95% CI, 92.28%–98.76%) for eMS and 97.04% (95% CI,
94.39%–99.69%) for UCEIS.

Ablation Studies
Ablation studies in the context of ML consist of the
removal of parts of the network in order to gain a better
understanding of its performance. They are an attempt at
causal analysis. Summarized below, we conducted ablation
studies to assess the inﬂuence of procedure types (colonoscopy vs sigmoidoscopy) and the bowel prep on model
performance.

Signiﬁcance of Procedure Types to Model
Performance
Using a proprietary algorithm developed by Docbot that
reliably identiﬁes the cecum,17 we identiﬁed 411 videos as
showing a cecum (subsequently called colonoscopy) and
384 procedures that did not show a cecum (subsequently
called sigmoidoscopy). Although the RNN model was trained
to generalize in its predictions of endoscopic severity scores
for both sigmoidoscopy and colonoscopy procedure types,
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Figure
3. UC
scoring
recurrent neural network
schematic.

one of our objectives in this study was to measure the inﬂuence of the procedure type on the model’s performance.
For our primary metric of QWK, the model’s performance on the subset of only sigmoidoscopy procedures was
0.923 (95% CI, 0.881–0.965) for UCEIS and 0.857 (95% CI,
0.802–0.912) for eMS, and the QWK on the subset of only
colonoscopy procedures was 0.831 (95% CI, 0.772–0.889)
for eMS and 0.810 (95% CI, 0.749–0.871) for UCEIS. Results
for score-level individual sensitivity, speciﬁcity, NPV, PPV,
and AUC for colonoscopy and sigmoidoscopies separately
are referenced in Supplementary Tables 3–6.
For our exploratory metrics of QA and EH accuracy, for
colonoscopies only, the model achieved a QA of 90.70%
(95% CI, 86.16%–95.24%) for both UCEIS and eMS; and an
EH accuracy of 97.67% (95% CI, 95.31%–100%) for both
UCEIS and eMS. For sigmoidoscopies only, the model achieved a QA of 95.83% (95% CI, 92.70%–98.96%) for both
eMS and UCEIS; and an EH accuracy of 91.67% (95% CI,

87.35%–95.99%) for eMS and 95.83% (95% CI, 92.70%–
98.96%) for UCEIS.

Signiﬁcance of Boston Bowel Prep Score to
Model Performance
As described in our data preprocessing pipeline, a convolutional neural network developed and trained by Docbot
on proprietary endoscopic video data to predict Boston
bowel prep scores at the frame-level19 was used to automatically remove frames from the endoscopy videos that
were likely to be of poor prep quality. The Boston Bowel
Prep Scale has 4 levels, poor (0), fair (1), good (2), and
excellent (3).
The total number of poor prep frames removed across
all videos was nearly 2 million frames, representing 10.2%
of all originally available frames and 21.16% of graded
frames, and the mean ratio of poor prep frames to graded
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Figure 4. eMS Confusion Matrix (test set).

frames per video was 31.53%. As one of our ablation
studies, we assessed the performance of the model without
this self-grading and poor prep frame ﬁltering feature to
measure the difference in the results. The results of this
ablation study could also help to determine which endoscopy videos should be rejected in a clinical trial because of
an inadequate bowel preparation score.
For our primary metric of QWK, the model’s performance on videos with no poor prep ﬁltering (all prep scores
0–3 included) was 0.811 (95% CI, 0.750–0.872) for both
eMS and UCEIS, and the QWK on videos with prep scores of
0 excluded, 1–3 scores included, was 0.834 (95% CI, 0.776–
0.892) for UCEIS and 0.823 (95% CI, 0.763–0.883) for eMS.

Discussion
Most IBD clinical trials use endoscopy as a component of
efﬁcacy determination. In addition, endoscopy scores are
also used to qualify patients for trial entry to ensure that a
minimum degree of endoscopically visible inﬂammation is
present at baseline. An artiﬁcial intelligence (AI)/ML algorithm contemplated for use in IBD clinical trials could be
used to qualify patients for a trial, as an adjunct to efﬁcacy
determination and, once fully validated and acceptable to
regulators, to limit the use of human central readers.
Machine-reading of colonoscopy videos promises to
make clinical trials operationally and statistically more
efﬁcient. Much time is lost and frustration occurs when
patients and investigators await human central reading results, which take approximately 5 days on average with a
2 þ 1 scheme. Machines have no bad days, do not get
distracted or lose motivation, and have higher intra-reader
reproducibility than human central readers. This reduces
variability overall, which allows for a smaller study sample
size without sacriﬁcing statistical power. Cost savings
accrue from the smaller sample size and the lower cost of
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each read; and lower cost and smaller sample sizes facilitates therapeutic innovation to promote patient beneﬁt.
Human central readers are expensive because they are
reimbursed for their time as gastroenterologists, to which
other costs and a margin are added by the central reading
vendor. The cost for machine-based central reading could be
much lower.
Although there is consensus that an eMS score of 0 deﬁnes endoscopic healing, there is no such consensus for the
UCEIS. A simplistic translation table, not empirically validated, has been suggested by Ikeya et al.16 We use UCEIS ¼
0 for endoscopic healing to allow comparability with Takenaka et al.11 The deﬁnition of trial QA for the UCEIS is
shown in Table 1 and is based on the translation used by
Ikeya et al.
In this study, we found that an RNN algorithm trained on
full-length videos from an industry-sponsored phase 2
clinical trial in UC assigned only a single video-level eMS and
UCEIS score by a human central reader can achieve an EH
accuracy of 97.0% for UCEIS and 95.5% for eMS. These
values compare favorably with those obtained by Takenaka
et al,11 who reported EH accuracy of 90.1% for UCEIS (eMS
was not evaluated).
Stidham et al.10 reported an area under the receiver
operating curve of 0.966 for “endoscopic remission,” deﬁned
as eMS of 0 and 1 vs 2 and 3. This dichotomy corresponds to
our qualiﬁcation dichotomy in reverse. Recalculated as QA,
the Stidham model achieved 92.8% for eMS (UCEIS was not
evaluated).
Both Takenaka et al11 and Stidham et al10 used still
images from curated institutional image databases and not
endoscopy videos as obtained in routine clinical trial practice. Our approach exceeded the model’s performance in
both eMS and UCEIS scoring published in prior studies.
Perhaps more importantly, our model was trained to predict
scores directly from full-length videos in a fully autonomous
manner. Of the ML models so far reported, ours is the ﬁrst
that can be implemented as a fully scalable standardized
process for evaluation of UC severity directly on full-length
videos.
Although there appears to be a trend toward slightly
higher reader agreement for sigmoidoscopy videos
compared with colonoscopy videos, the differences in our
primary metric for QWK are not signiﬁcant. A possible
explanation for the difference in QWK, if nonrandom,
could be that UC manifests itself most severely in the
rectosigmoid and, given that a colonoscopy procedure
includes all areas of the colon up to the cecum, it is likely
that a full-length colonoscopy video contains more noise/
irrelevant information compared with a sigmoidoscopy
procedure.
Removing or reducing the threshold for inadequate
bowel preparation scores had a negative impact on the
model’s performance. Conversely, the data processing step
of grading videos for the Boston bowel preparation score
made a positive contribution to the results.
Evaluation of the readiness of ML algorithms for
practical applications depends on the use case. For
example, an AI algorithm can be used in conjunction with
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Figure 5. UCEIS Confusion Matrix (test set).

the assessment of a clinician or as a standalone. Most AI
algorithms for clinical diagnostics concern individual patients for which the requirements for excellent performance and error tolerance are the highest, especially in
the cancer screening context, but also in polyp detection
and classiﬁcation.25,26 In contrast, in clinical trials of IBD
and other indications, no individual treatment decisions
are based on the results produced by an ML/AI algorithm.
Instead, the data are mostly used in the aggregate.
Therefore, the threshold of putting AI/ML technology into
production could be lower and adoption in clinical trials
earlier.

Limitations
ML practitioners use measures of diagnostic accuracy
(sensitivity, speciﬁcity, NPV, PPV, and area under the
receiver operating curve) for the evaluation of the AI/ML
prediction model. However, this presupposes that false
negatives and false positives are truly deﬁned. This is
possible, for example, in the case of comparing radiologists
and AI/ML algorithms in regard to the accuracy of predicting cancer from a mammogram because breast biopsies

establish the ground truth (ie, gold or reference standard).
In contrast, in our use case, the central readers are known to
be ﬂawed and there is no independent opportunity to
establish a gold standard truth.
Although the usual accuracy metrics are still of interest, they might reﬂect intrinsic problems with the scoring
system, the central readers, or the AI/ML algorithm. This
leaves us with measures of interobserver agreement, such
as kappa. Kappa statistics also have to be evaluated
carefully, and some of the pitfalls in the clinical trial
setting have been pointed out previously.27 In this article,
QWK can be compared across endoscopy modalities, but
difﬁculties arise when scores are compared that have a
different number of levels, that is, comparison between
eMS and UCEIS by QWK can be misleading.28 Still, our
kappa metrics, 0.855 for UCEIS and 0.844 for eMS, are
indeed very encouraging. Further improvement of agreement can be expected when the human central reader
scores come from phase 3 trials where a 2 þ 1 reading
scheme is employed, rather than a single reader per video,
as in this phase 2 trial.
An examination of the confusion matrix for the UCEIS
between machine and human scores (Figure 5) reveals that
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there are relatively large adjacent off-diagonal (disagreeing)
counts, especially for levels 1 and 2. This deserves further
exploration in future studies. The cause of these disagreements might lie with the machine or the human reader. It is
possible that for the human readers, familiarity with the
scoring systems was different. Also, task switching, that is,
reading videos ﬁrst for eMS and then UCEIS, could have
introduced inappropriate carry-over (anchoring) in selecting a score. Ideally, videos should be read in different sessions for eMS and UCEIS so that these effects can be
minimized.
Previously, Takenaka et al11 extended their endoscopy
still images Deep Neural Network to histology (Geboes
score), using the dichotomy of histologic remission vs no
histologic remission for prediction. According to the authors, grade scoring for the histology was not performed
because it was difﬁcult to accurately elucidate the grade
from endoscopic images only. Although Zachariah et al26
have been successful in correctly classifying colon polyps
as adenomas vs nonadenomas with a high degree of accuracy,26 we think that trying to predict a dynamic spectrum
of inﬂammatory changes in UC as seen under the microscope by using endoscopy might go beyond what ML can
currently deliver with conventional white-light endoscopy.
Indeed, the value of histology lies in the ability to provide
information that is not captured by endoscopy, and, quite
probably, histology contains more information than endoscopy if correlation with gene expression is considered.29

Conclusions
The study found that a deep learning algorithm (RNN)
can be trained to predict levels of UC severity from fulllength endoscopy videos with high inter-rater agreement
with human central readers. Our study is the ﬁrst to evaluate the predictive performance of an ML algorithm in regard to disease activity scores read by human readers in the
context of an industry sponsored clinical trial. Moreover, we
used routinely obtained endoscopy videos rather than still
images, selected for their demonstrative quality. Although
this complicated the ML pipeline considerably, they were
able to meet or exceed the accuracy metrics published
previously.
More work is required to further optimize the algorithm
and validate it in different settings.

Supplementary Material
Note: To access the supplementary material accompanying
this article, visit the online version of Gastroenterology at
www.gastrojournal.org, and at http://doi.org/10.1053/
j.gastro.2020.10.024.
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Supplementary Table 1.Endoscopic Mayo Score: Severity
Level Score Results
eMS score

0

1

2

3

Speciﬁcity, %

96.61

92.00

76.92

95.00

Sensitivity, %

87.50

64.71

60.00

74.10

NPV, %

98.28

88.46

86.96

84.44

PPV, %

77.77

73.33

42.86

91.00

AUC, %

0.921

0.784

0.685

0.845

Supplementary Table 2.Ulcerative Colitis Endoscopic Index of Severity: Severity Level Score Results
UCEIS score

0

1

2

3

4

5

6

7

8

Speciﬁcity, %

98.44

85.96

90.74

94.64

83.60

84.00

96.77

100

100

Sensitivity, %

66.67

60.00

23.10

27.27

33.33

82.35

0.00

0.00

0.00

NPV, %

98.44

92.45

83.10

86.89

92.73

93.33

92.30

98.51

98.51

PPV, %

66.67

42.86

37.50

50.00

16.67

63.64

0.00

0.00

0.00

AUC

0.885

0.333

0.417

0.464

0.492

0.500

0.500

0.500

0.500

NOTE. Each of these metrics speciﬁcity, sensitivity, NPV, PPV, and AUC was calculated individually for each UCEIS scorelevel (0–8). In the case of sensitivity and PPV, it is possible to be 0% for that score if there were no true positives (TPs) for
that speciﬁc score-level. Sensitivity ¼ TP / TP þ false negative; if TP is 0 then sensitivity is 0 PPV ¼ TP / TP þ false positive; if
TP is 0 then PPV is 0.
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Supplementary Table 3.Endoscopic Mayo Score: Severity
Level Score Results (Colonoscopy)
eMS score

0

1

2

3

Speciﬁcity, %

97.37

93.33

72.73

100

Sensitivity, %

100

61.54

70.00

73.33

NPV, %

100

84.85

88.89

87.50

PPV, %

83.33

80.00

43.75

100

AUC

0.987

0.774

0.714

0.867

Supplementary Table 4.Endoscopic Mayo Score: Severity
Level Score Results
(Sigmoidoscopy)
eMS score

0

1

2

3

Speciﬁcity, %

95.24

90.00

84.21

83.33

Sensitivity, %

66.67

75.00

40.00

75.00

NPV, %

95.24

94.74

84.21

76.92

PPV, %

66.67

60.00

40.00

81.82

AUC

0.810

0.825

0.621

0.792

Supplementary Table 5.Ulcerative Colitis Endoscopic Index of Severity: Severity Level Score Results (Colonoscopy)
UCEIS score

0

1

2

3

4

5

Speciﬁcity, %

100

74.29

82.86

91.43

82.1

94.12

Sensitivity, %

0

37.50

12.5

50

0

44.44

NPV, %

95.35

83.87

80.56

88.89

88.89

86.49

PPV, %

0.00

25

14.29

57.14

0

AUC

0.311

0.50

0.50

0.50

0.50

6

7

8

92.5

100

100%

33.33

0.00

0.00

94.87

97.67

95.83

66.67

25

0.00

0.00

0.500

0.500

0.500

0.500

Supplementary Table 6.Ulcerative Colitis Endoscopic Index of Severity: Severity Level Score Results (Sigmoidoscopy)
UCEIS score

0

1

2

3

4

5

6

7

8

Speciﬁcity, %

100

95.45

94.74

90.48

90.9

93.75

90.9

100

100

Sensitivity, %

0

100

60

0

50

87.50

100

0.00

0.00

NPV, %

95.83

100

90

86.36

95.24

93.75

100

97.67

95.83

PPV, %

0.00

66.67

75

0

33.33

87.5

50

0.00

0.00

AUC

0.804

0.50

0.50

0.50

0.50

0.500

0.500

0.500

0.500

